Fourier Optics, Contextualized

In your introductory physics classes, you likely encountered geometric optics, in which a light source is modeled as a source of rays emanating in all directions and extending in straight lines like particle trajectories. Perhaps you had a demonstration in class where the light from a bulb was projected onto a screen by a single lens, which refracted the light to create a focused image at a specific distance from the lens. You doubtlessly also had a lesson on optical interference in which light traveling through two slits creates fringes on a distant screen – given as proof of the wave nature of light. (For more on how the wave nature of light prevailed, read the ironic story of the 1818 competition held by the French Academy of Science and the “Poisson bright spot”.)
In your intermediate physics classes, you likely encountered the photoelectric effect, in which light shining on certain metals releases electrons from their surface. In direct contradiction to the wave theory of light, the energy of these electrons depends only on the wavelength of the light, but not on its intensity. This was explained by Einstein in 1905 via quantization of the energy of light, and the term “photon” was coined in 1926 as a name for these quanta.  (It was for this theory, and not for relativity, that Einstein was awarded the Nobel prize.)
In your quantum physics classes, you likely encountered the Heisenberg uncertainty principle (), so that the more you know about the position of a particle the less you know about its momentum, and the more you know about the momentum of a particle the less you know about its position. You might have even been introduced to the concept of “momentum space” as an alternate to “position space” when describing quantum particles.
All of these concepts come together to describe the true nature of light, and they can be beautifully demonstrated in what is commonly called the “Fourier Optics 4f” experiment.
To explain, let’s go back to the beginning – a simple light bulb emitting light in all directions. Because the light coming from this bulb is emitted in all directions, we can say very little about the momenta of the photons emitted; but given the common point of origin, we can say a great deal about their location. If we position a lens of focal length f a distance f from the bulb, then the light on the far side of the lens will be collimated – travelling in straight lines away from the lens and bulb. The rays of light coming through the lens are all parallel, so we can say a great deal about their momenta but little about their location (due to the extent of the lens).  For an infinite lens, we’d know nothing about their location. Mathematically speaking, this lens is performing a Fourier transform on the light. The light coming directly from the bulb is a spherical wave with a well-defined spatial origin, while the light coming through the lens is a plane wave with a well-defined momentum. Adding a second identical lens can refocus the light back to an image of the bulb a distance f downstream, performing the inverse Fourier transform on the light. Thus far, this experiment is entirely geometrical, and the distance between the two lenses could be arbitrary.
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Description automatically generated]To demonstrate the deeper nature of this experiment, we need to add some detail to our illumination source, so let’s replace our light bulb with an LED screen displaying vertical bars with a sinusoidal intensity as shown here. Now the illumination object itself contains spatial information, F(x, y). As before, a lens of focal length f a distance f from the light source will collimate the light. But this Fourier transform on the rays of light, transforming the light from the position basis to the momentum basis, simultaneously transforms the information contained within the light from the position function F(x, y) to the momentum function G(kx, ky). Very dramatically, at distance f downstream from the lens, an image of the Fourier transform itself will appear in focus. This intermediate image plane, located at 2f from the original source, is often called the “Fourier plane”, as it allows for direct imaging of the Fourier transform. For the sin(x) vertical bars shown here, the Fourier transform will contain peaks at ± kx along the horizontal axis of the optical path, but no peaks will appear along ky, as the source image contains no vertical modulation. An additional bright spot will appear in the center of the image, due to the constant term in the Fourier transform – this corresponds to the average brightness of the source image. Now a second identical lens a distance f from the image of the Fourier transform will refocus the light back to our original image a distance f downstream, performing the inverse Fourier transform on the light. The total path length of 4f lends the “4f” to the name of the experiment.
The 4f experiment allows for more than just direct imaging of the Fourier transform, as this also enables optical image processing via spatial filtering in the Fourier plane. If the source illumination is changed to hard-edged black and white stripes, then the image in the Fourier plane will reveal a series of dots along the horizontal axis, with each pair of dots representing one term in the Fourier-series expansion of the original image. These terms in the expansion represent higher spatial frequencies, corresponding to details of smaller extent in the source, conveying higher-resolution information. By selectively removing the higher-order terms from the Fourier series (by blocking the outer dots in the Fourier plane), the reconstructed image would be effectively “softened,” sharp edges from the high-resolution information having been removed. Similarly, selectively removing the lower-order terms (blocking the inner dots in the Fourier plane) functions as “edge detection”, resulting in highlighting the outline of the original image, with slow variations in the original image having been removed. These are common processes in image processing software, but due to the wave nature of light they can also be performed in analog.  (Note that this image processing is massively parallel, and it happens at the speed of light!) Replacing the source image with a grid of lines creates a grid of dots in the Fourier plane. Selectively passing vertical, horizontal, or even diagonal dots can select for vertical, horizontal, or diagonal lines in the reconstructed image. These common sorts of image manipulations, often available in photo processing software, can alternatively be performed “in analog” by applying the appropriate mask in the Fourier plane.
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